
Week 8: Update, Delete & Transaction Management 

Learning Objectives 

▪ Understand how the different SQL statements such as insert, update and 

delete are used to add or modify rows in a table. 

▪ be able to change the contents of records in a database according to a 

specification 

▪ be able to remove records form a database 

▪ understand the concept of a database transaction 

▪ understand the properties that database transactions should exhibit for proper 

database operation 

▪ understand basic transaction serialisation through locking 

Updating Table Rows 

Use the UPDATE command to modify data in a table. 

 

 

 

✓ If more than one attribute is to be updated in the row, separate the corrections 

with commas in the WHERE clause. 

✓ If nothing is specified in the WHERE condition, the UPDATE command will apply 

the changes to all rows in the table. 

✓ We could also nest SELECTs in the WHERE clause of UPDATE statements. 

Copying Parts of Tables 

 To copy parts of a table to a new table, first create the new table and ensure the 

attributes you want conform to the old table. 

Then we use the INSERT command. 

 

Adding Primary & Foreign Key Designations 

When we create a new table based on another table, the new table does not include 

integrity rules from the old table, particularly, there is no primary key. To define a PK 

and alter other rules, we use ALTER command. 

 

 

 



Transaction 

A transaction is a logical unit of work that must be completed entirely or entirely 

aborted. No intermediate states are acceptable. All SQL statements must be 

completed successfully, else a rollback must occur. 

 

Transaction Properties (ACID) 

Each individual transaction must display atomicity, consistency, isolation, and 

durability. Known as the ACID test. 

1. Atomicity – All operations of a transaction must be completed, else the 

transaction is aborted 

2. Consistency – Condition where all data integrity constraints are satisfied. Every 

transaction must begin with the database in a known consistent state. 

A consistent table state is one in which all data integrity constraints are satisfied 

for the table. 

3. Isolation – Data items used during the execution of a transaction is not available 

to other transactions until the first one ends.  

This is particularly important in multiuser database environments because several 

users can access and update the database at the same time. 

 

4. Durability – Once transaction changes are done and committed, they cannot be 

undone or lost, even in the event of a system failure. 

 

Extra Property is Serializability – The selected order of concurrent transaction 

operations creates the same final database state that would have been produced if 

the transactions had been executed in a serial manner. 

 

Mutating Table 

A table that is currently being modified through an INSERT, DELETE or UPDATE 

statement SHOULD NOT be read from or written to because it is in a transition 

state between two consistent states (before and after) where data integrity can be 

guaranteed. 

 

 



Transaction Boundaries 

The ANSI has defined standards that govern SQL database transactions. 

Transaction support is provided by two SQL statements: COMMIT & ROLLBACK. 

The ANSI standards require that when a transaction sequence is initiated, one of the 

following four events must occur: 

1. COMMIT statement is reached – all changes permanently recorded, end of SQL 

transaction 

2. ROLLBACK statement is reached – all changes aborted, and database is rolled 

back to previous consistent state 

3. End of program reached – all changes permanently recorded, same as COMMIT 

4. Program is abnormally terminated – All changes aborted, and database rolled 

back to its previous consistent state, same as ROLLBACK. 

Types of Transactions 

Serial – all transaction operations are executed at once before moving onto the 

operations of another transaction 

Interleaved – operations of an individual transaction are executed in order with 

respect to the same transaction, but without the restriction that transactions be 

scheduled as a whole 

Safe interleaved transactions are known as serializable transactions, because they 

are equivalent to a serial transaction.  

An interleaved transaction is equivalent to a serial transaction, if transactions which 

contain conflicting operations are not interleaved. 

 

Transaction Management Tables 

We represent transactions through 4 operations: Read, Write, Commit, and Abort. In 

tables, we represent transactions as T(0..n), and shorthand for the operations.  

Numbers represent the transaction number. 

 

Serializability Problem 

We need to determine whether interleaved schedules are correct, i.e., are 

serializable. To determine if a schedule is conflict serializable, a precedence graph is 

used. 

Solution: Concurrency management – Locking mechanisms 



Concurrency Control 

a DBMS feature that coordinates the simultaneous execution of transactions in a 

multiuser database system, ensuring data integrity. It achieves this by ensuring 

serializability property is achieved. 

The simultaneous execution of transactions over a shared database can create 

several database integrities and consistently problems. 3 main problem created are 

lost updates, uncommitted data, and inconsistent retrievals. 

Lost Updates 

Occurs when two concurrent transactions, T1 & T2, are updating the same data 

element and one of the updates is lost. 

Uncommitted Data 

Concurrency control problem in which a transaction accesses uncommitted data 

from another transaction 

Inconsistent Retrievals 

Concurrency control problem that arises when a transaction-calculating summary 

(aggregate) functions over a set of data while other transactions are updating the 

data, yielding erroneous results. 

Scheduler 

The DBMS component that establishes the order in which concurrent transaction 

operations are executed. 

Solution for Concurrency Management – Locking Mechanisms 

Locking is the main method used for concurrency control. A lock guarantees the 

exclusive use of a data item to a current transaction, ensuring serializability. 

A lock is an indicator that some part of the database is unavailable because: 

1. one, or more, other transactions is reading it or, 

2. another transaction is updating it 

Transactions acquire locks and release them when a lock is completed. 

Recall that during a transaction, the database might be in a temporary inconsistent 

state when updates are executed, therefore locks are required to prevent another 

transaction from reading inconsistent data. 

Locking, and the release of locks, is controlled by a DBMS process called the Lock 

Manager. 

 



Lock Types 

 

Shared Lock – Multiple processes can simultaneously read data and apply for this 

lock but with the rule that they must not update them. Processes can Read-only. 

 

Exclusive Lock – Lock used for processes that needs to update or delete a record. 

applications for this lock will not proceed until the lock is released. Process with this 

lock can both Read and Write. 

 

Lock Problem: Deadlock 

Consider the above example: 

T2 has an exclusive lock on data item B, and requests a lock on data item C. 

T3 has an exclusive lock on data item C, and requests a lock on data item B. 

 

Result is each has locked a resource required by the other and will not release that 

resource until it can either commit, or abort. 

 

Deadlock Prevention 

A transaction must acquire all the locks it requires before it updates any records. 

If it cannot acquire a necessary lock, it releases all locks and tries again later. 

 

Deadlock Detection & Recovery 

Detection involves having the Lock Manager search the Wait-for tables for lock 

cycles. 

Recovery involves having the Lock Manager force one of the transactions to abort, 

thus releasing all its locks. 

Choosing which transaction to abort is called victim selection. 

The algorithm for victim selection aims to select transactions that have been recently 

ran, have not performed many updates, and are involved in more than one deadlock 

cycle in the wait-for-graph. 

 

 

 

 



Database Restart & Recovery 

Restart – For soft crashes, involves loss of volatile storage (memory), but no 

damage to disks. 

Recovery – For hard crashes, involving damage to non-volatile memory on disks. 

We require a transaction log to recover data. 

 

Transaction Log 

A journal tracking all transactions that has updated the database. It stores as SQL 

statements: 

1. Record for beginning of transaction 

2. Types of operation performed (update, delete, insert) 

3. Names of objects affected by the transaction (name of table) 

4. “before” and “after” values for updated fields on rows 

5. Pointers to previous and next transaction log entries for the same transaction 

6. The ending (COMMIT) of the transaction 

The log should be written to multiple separate physical devices, and employ a force-

write technique ensuring every entry is immediately written to stable storage. 

 

Checkpointing 

A procedure storing breakpoints on a database. There are several policies for this. It 

involves: 

1. Temporarily halting new transactions 

2. Suspending current transactions 

3. Force-write changes to current committed transactions 

4. Write a checkpoint record to the log 

5. Resuming transactions 

 

Write Through Policy 

The database is immediately updated by transaction operations during the 

transactions execution, before the transaction reaches its commit point. 

If a transaction aborts before it reaches its commit point a ROLLBACK or UNDO 

operation is required to restore the database to its consistent state. 

The UNDO operation uses the log’s ‘before’ values to undo. 



Restart Procedure for Write Through 

Once database recovered from crash, and being restarted, procedures follow. 

The last checkpoint before the crash in the log file is identified. It is read, and two 

lists are constructed: 

1. A REDO list containing the transaction IDs of transactions that were committed 

2. A UNDO list containing the transaction IDs of transactions that were never 

committed. 

The database is then restored using REDO and UNDO table where: 

a. use ‘after’ values for records in the REDO list and roll database forward 

b. use ‘before’ values for records in the UNDO list and roll database backward 

 

Deferred Write Policy 

Database is updated only after the transaction reaches its commit point. 

Require to roll database forward (redo committed transactions in the REDO list). 

Does not require rollback. 

 

Database Damages 

Hard crash involves physical damage to the disk, rendering it unreadable. This may 

occur via: 

1. Head-crash – read/write head contacts the disk surface and damages it 

2. Accidental impact damage – via vandalism, fire, etc, and damages it 

After a hard-crash, the disk unit must be replaced, reformatted, and then reloaded 

with the database. 

Database Backup 

A copy of the database stored on a different device to the database. Note that a 

backup is not the same as a checkpoint. Backups are usually taken at the end of 

each day’s processing. 

 

Database Recovery 

First – Re-build the database from the most recent backup.  

Second – REDO all committed transactions up to the time of the failure – no 

requirement for UNDO. 


