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History of AI – Gestation 
 

The model of an artificial neuron in 1943 by McCulloch and Pitt was a simple model of a 
neuron. The output had two states: on or off, and the weighted sum of the inputs was 
used to determine the output. If the weighted sum is bigger than the threshold, the 

output would be on. A network of these neurons could be used to compute both logical and 
arithmetic functions. Such weights were pre-determined. However, it was believed that the 

weights could be learned, this idea was revolutionary. In 1950, Alan Turing proposed the ‘Turing 
Test’ and in 1951, Minsky and Edmonds, using vacuum tubes, produced the first neural network 

computer.  
 
History of AI – Birth 
 

In John McCarthy’s workshop, the term ‘Artificial Intelligence’ was coined. This 2-month workshop at Dartmouth College saw 
no major breakthroughs, but influencers on the topic became acquainted. It was at this workshop that Simon and Newell 
presented their computer program which could prove theorems, managing to construct, in some instances, shorter proofs 
than were previously developed. In addition, heuristics were proposed as a way of simplifying the problems. 
 

History of AI – Early Enthusiasm 
 

In the 50 – 60s, there was an increase in the development of more sophisticated neural networks. Broadly, neural networks 
are comprised of a set of neurons with associated weights or connections between pairs of neurons. These connections could 
be strengthened or weakened. These networks would learn from previous examples in order to make guesses of newly 
presented cues. Such examples of tasks used were checkers, and gender classification. Though great progress was made in 
the 50 – 60s, there was an overestimation of the progress that would be made in the short term. Indeed, it was believed 
that a chess champion would be beaten by a computer by 1970, this in fact, did not come to pass until 1997.  
 
History of AI – A Dose of Reality 
 

In the 1960 – 70s, it became apparent that there were definite limitations on the developed networks. More complicated 
networks and algorithms were required. Deeper knowledge was also required to produce results that better depicted reality. 
An example of this is translators, where context is important in making sensible translations between languages. In 
addition, many real problems were not computationally feasible. These problems saw the initial enthusiasm in AI diminish. 
 
History of AI – The Come Back 
 

The 70s saw a large boost in commercial interest in AI, especially in making expert systems. These expert systems were 
designed to be recommendation engines, though they had a very narrow domain. The 80s especially saw a revival in the 
enthusiasm for neural networks with the creation of a backpropagation algorithm which allowed for training multilayer 
perceptrons by Rumelhart and McClelland.  
 

History of AI – Today 
 

Today, machine learning and data mining are the fastest growing areas in AI and they are everywhere. Deep learning has 
been around since 1993. It is only now that these convolutional networks are useful given today’s power. With all the data 
that has been collected, it is useful to extract patterns from the data and perform different tasks. 
 

History of AI – State of the Art 
 

As AI stands today, self-driving cars can navigate busy cities, mathematical theorems can be both discovered and proven, 
intentionally funny stories can be written, assist in complex surgical operations can be performed.  
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Convolutional Neural Networks 
 

A convolutional NN is a deep NN which uses backpropagation. Convolutional NNs use local connectivity in order to minimise 
computational demands. These networks are used for speech and image recognition and are able to recognise patterns in 
data with high variability.  
 
Local Connectivity 
 

A fully connected network is one where every neuron in a layer is connected to every neuron in the subsequent layer. This 
can make the probably too computationally expensive with high dimensional input. Convolutional networks restrict the 
connections by connecting the hidden neurons to a small subset of inputs. This is called the receptive field of the neuron, 
inspired by mammalian systems. As a consequence, these locally connected neurons are responsive only to changes within 
the receptive field. Put differently, a neuron responds to change when its inputs change.  
In backpropagation, during the forward pass, missing connections have weights 0, during the backward pass, there is no 
need to compute the gradient for the missing weights. 
 
 

 
 
 

 
Sharing Weights 
 

Connections in a convolutional network can be reduced by weight sharing. This is where the same weights are using for 
different positions of the input. This means some of the weights are constrained to be equal to each other. The layer that 
does this constraining is the convolutional layer. 
 
Convolution 
 

A convolution can be thought of as applying a sliding window (filter or kernel) to a matrix. The values in the filter correspond 
to a certain feature. The convolved feature is the resulting matrix that maps how well each windowed section matched the 
inputs. This is performed as the dot product, where elements are multiplied and the sum is taken. 
 

 
 
 
 
 

Pooling 
 

The convolutional layers are combined in a max-pooling layer. The layer takes the maximum value of a subset of neurons in 
the convolutional layer. This layer reduces the number of inputs and is therefore also called a subsampling layer. The output 
of a neuron in a max-pooling layer is invariant to shifts in the inputs which allows better ability to cope with distortion. 

 
 
 
 
 
 
 

Fully Connected Neuron 
 
  
 

Locally Connected Neuron 
 
  
 

A fully connected neuron has connections to all 
neurons in the subsequent layer. 
A locally connected neuron has connections to 
a subset of neurons in the subsequent layer 
called the receptive field. 
 
  
 

The sliding window (filter) is shown on the 
right. The dot product of the image matrix 
and the matrix for the filter are added to 
the convolved feature matrix. 
The filter can be thought of as scanning the 
image for its representation of a feature. 
 
  
 

In order to further reduce the number of inputs, 
a max-pooling layer is used to subsample the 
convolutional layer and take the maximum value 
amongst connected neurons. 
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   WEEK 12 – UNSUPERVISED LEARNING       [Mon 28 May 2018] 
 

ADMINISTRATIVE INFORMATION 
 

• The final homework task (Exercise 1) is due at 4pm Tuesday on Canvas. 
• Erratum: Slide 21 from last week was updated to the correct equation. 

 
Clustering 
 

Clustering is unsupervised machine learning approach where unlabelled data is portioned into k groups (or clusters) in such a 
way that items within a group are similar to each other and dissimilar to items of different clusters. Similarity is 

defined in terms of some measure of distance.  
More formally, given a dataset P = {p1,…,pn} of input vectors and an integer k indicating the 
number of clusters, a map is found from each member pi of the input vector is assigned to a 

single cluster resulting in k clusters.  
In some cases, examples are assigned to a cluster under some probability as with fuzzy clustering. In 

addition, the number of clusters k need not be specified in all clustering algorithms as with agglomerative and SOM. 
Clustering is used to group data as well as a tool for other algorithms as with dimensionality reduction and taking the 

centre to be a representation of all the points in a cluster. 
 
Centroid and Medoid 
 

Centroid: the middle of a cluster where the middle is the mean of the points. It needn’t be an 
actual data point in the cluster. 
Medoid: the centrally located point in a cluster. 
 
Distances Between Clusters 
 

Between two clusters, there are various ways to define the distance between them: 
Centroid: the distance between the centroids. 
Medoid: the distance between the medoids. 
Single link: The minimum pairwise distance between elements from each cluster. 
Complete link: The maximum pairwise distance between elements from each cluster. 
Average link: the average pairwise distance between elements in the cluster. 
 
Good Clustering 
 

A good clustering has high cohesion and high separation. Cohesion refers to similarity within a cluster whilst separation 
refers to dissimilarity between clusters. These are measured using a distance function that can combine both cohesion and 
separation in a single function.  

 
 
 
 
 
 
 
 

In the example on the left, there is good clustering. 
Elements within the clusters are similar and those in 
other clusters are dissimilar. 

In the example on the right, there is poor clustering. 
Elements within the clusters are not always similar 
(brown cluster) and those in other clusters are not 
always dissimilar (green and blue clusters). 


