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Defining and Collecting Data 

• Establishing a business objective marks a beginning of applying the DCOVA framework. 

Defining Data 

• Operational definitions are universally accepted meanings clear to all involved in analysis. 
• Categorical or qualitative variables take values that are placed into particular categories. 
• Numerical or quantitative variables take values indicating counted or measured quantity. 
• Variables of counted values are discrete, while those of measured values are continuous. 

Measurement Scales for Variables 

• A nominal scale classifies categorical data into categories for which no ranking is implied. 
• An ordinal scale classifies categorical data into distinct groups for which ranking is implied. 
• An interval scale classifies numerical data orderly where difference in value is consistent. 
• A ratio scale is an interval scale which involves a true zero point (absence of the quantity). 

Collecting Data 

• Primary data are collected from original sources for the purpose of the data collection; 
the key methods of primary data collection are observation, survey and experimentation. 

• Secondary data have been collected for other purposes (and commonly by another party). 
• Sources of big data are primarily secondary (e.g. data from continuing business activities). 
• Structured data follow some organising principle or plan (commonly a repeating pattern). 
• Unstructured data follow no pattern and thus require much preparation prior to analysis. 
• Data cleaning is a necessity when data that have been collected include any irregularities. 
• Outliers are values that seem excessively different from the majority of the other values; 

while an outlier may or may not be an error, it is an irregularity and so demands a review. 
• A missing value is one that was not able to be collected and thus not available for analysis. 
• A recoded variable is defined when the categories of a categorical variable are changed 

or a numerical variable is transformed into a categorical variable; the categories of the 
recoded variable must possess mutually exclusive and collectively exhaustive properties. 

Sampling Methods 

• A population consists of all the items or individuals about which conclusions are reached. 
• A sample is a portion of a population selected for analysis (inferential statistics are used). 
• Population analysis involves computing parameters; statistics are computed for samples. 
• The decision to analyse a sample over a population depends on time, cost and practicality. 
• A sampling frame is a listing of all the items in a population from which a sample is drawn. 
• Inaccurate or biased results can occur if a frame excludes certain parts of the population. 
• Nonprobability samples involve selecting items with no knowledge of selection chance. 
• Nonprobability samples are fast, economical and convenient and so used in pilot analyses; 

however, they are biased as not all items in the population have equal chance of selection; 
an ethical issue surfaces when results are used to form conclusions about the population. 

• A convenience sample involves selecting items which are easy and inexpensive to collect. 
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Numerical Descriptive Measures 

• Three essential numerical descriptive measures are central tendency, variation and shape. 

Central Tendency 

• Central tendency is the extent to which the values of a numerical variable group around 
a central value; three measures of central tendency include the mean, mode and median. 

• The arithmetic mean (or simply mean) is the most common measure of central tendency; 
the mean suggests a typical or central value and serves as a ‘balance point’ in a set of data; 
the sample mean is the arithmetic mean of a sample (easier to measure than population). 

𝑋𝑋� =
Sum of the Values
Number of Values

=
𝑋𝑋1 + 𝑋𝑋2 + ⋯+ 𝑋𝑋𝑛𝑛

𝑛𝑛
=
∑ 𝑋𝑋𝑖𝑖𝑛𝑛
𝑖𝑖=1

𝑛𝑛
 

• Because all the values play an equal role, a mean is greatly affected by extreme values; 
when extreme values exist, the mean should be avoided as a measure of central tendency. 

• The median is the middle value within an ordered array of data (from smallest to largest); 
half the values are smaller than or equal to it; half the values are larger than or equal to it; 
for an even number of values, the median is the average of the two middle-ranked values. 

Median = �
𝑛𝑛 + 1

2
�

th

 Ranked Value 

• The median is an example of a resistant measure (those not affected by extreme values). 
• The mode is the value that appears most frequently; it is not affected by extreme values; 

for a specific variable, there can be several modes, or no mode at all (values occur equally). 
• The geometric mean measures the rate of change of a variable over time; geometric mean 

rate of return measures the average percentage return of an investment per time period. 
𝑋𝑋�𝐺𝐺 = (𝑋𝑋1 × 𝑋𝑋2 × ⋯× 𝑋𝑋𝑛𝑛)1 𝑛𝑛�  

𝑅𝑅�𝐺𝐺 = [(1 + 𝑅𝑅1) × (1 + 𝑅𝑅2) × ⋯× (1 + 𝑅𝑅𝑛𝑛)]1 𝑛𝑛� − 1 

Variation 

• Variation measures the spread or dispersion (the scattering) of values away from a central 
value; three key measures of variation include the range, variance and standard deviation. 

• The range is the difference between the largest and smallest value of a numerical variable. 
Range = 𝑋𝑋largest − 𝑋𝑋smallest 

• The range measures the total spread of the data, but not how the values are distributed. 
• The variance and standard deviation are measures of variation that account for how all 

the values are distributed; these statistics measure the ‘average’ scatter around the mean 
(how larger values fluctuate above the mean and how smaller values fluctuate below it). 

• The sum of squares (𝑺𝑺𝑺𝑺) is the sum of the difference between each value and the mean 
squared; if differences were not squared, the sum would be zero (mean is balance point). 

• The sample variance (𝑺𝑺𝟐𝟐) is the sum of squares divided by one less than the sample size. 

𝑆𝑆2 =
(𝑋𝑋1 − 𝑋𝑋�)2 + (𝑋𝑋2 − 𝑋𝑋�)2 + ⋯+ (𝑋𝑋𝑛𝑛 − 𝑋𝑋�)2

𝑛𝑛 − 1
=
∑ (𝑋𝑋𝑖𝑖 − 𝑋𝑋�)2𝑛𝑛
𝑖𝑖=1

𝑛𝑛 − 1
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Conditional Probability 

• Conditional probability is probability of an event, 𝐴𝐴, given information about another, 𝐵𝐵. 

𝑃𝑃(𝐴𝐴|𝐵𝐵) =
𝑃𝑃(𝐴𝐴 and 𝐵𝐵)

𝑃𝑃(𝐵𝐵)  

• Independence is the trait where the outcome of one event, 𝐵𝐵, does not affect another, 𝐴𝐴. 
𝑃𝑃(𝐴𝐴|𝐵𝐵) = 𝑃𝑃(𝐴𝐴) 

• The general multiplication rule is able to be derived by rearranging conditional probability. 
𝑃𝑃(𝐴𝐴 and 𝐵𝐵) = 𝑃𝑃(𝐴𝐴|𝐵𝐵) × 𝑃𝑃(𝐵𝐵) 

• The multiplication rule for independent events is given by:   𝑃𝑃(𝐴𝐴 and 𝐵𝐵) = 𝑃𝑃(𝐴𝐴) × 𝑃𝑃(𝐵𝐵) 
• 𝑃𝑃(𝐴𝐴|𝐵𝐵) = 𝑃𝑃(𝐴𝐴)  and  𝑃𝑃(𝐴𝐴 and 𝐵𝐵) = 𝑃𝑃(𝐴𝐴) × 𝑃𝑃(𝐵𝐵)  are both thus tests for independence. 
• The marginal probability equation can be redefined using the general multiplication rule. 

𝑃𝑃(𝐴𝐴) = 𝑃𝑃(𝐴𝐴|𝐵𝐵1) × 𝑃𝑃(𝐵𝐵1) + 𝑃𝑃(𝐴𝐴|𝐵𝐵2) × 𝑃𝑃(𝐵𝐵2) + ⋯+ 𝑃𝑃(𝐴𝐴|𝐵𝐵𝑘𝑘) × 𝑃𝑃(𝐵𝐵𝑘𝑘) 

Bayes’ Theorem 

• Bayes’ theorem can revise previously calculated probabilities based on new information. 

𝑃𝑃(𝐵𝐵𝑖𝑖|𝐴𝐴) =
𝑃𝑃(𝐴𝐴|𝐵𝐵𝑖𝑖) × 𝑃𝑃(𝐵𝐵𝑖𝑖)

𝑃𝑃(𝐴𝐴|𝐵𝐵1) × 𝑃𝑃(𝐵𝐵1) + 𝑃𝑃(𝐴𝐴|𝐵𝐵2) × 𝑃𝑃(𝐵𝐵2) + ⋯+ 𝑃𝑃(𝐴𝐴|𝐵𝐵𝑘𝑘) × 𝑃𝑃(𝐵𝐵𝑘𝑘) 

Counting Rules 

• Rules have been developed for counting the number of possible outcomes in a probability. 
• If any one of 𝑘𝑘 different mutually exclusive and collectively exhaustive events can 

occur on each of 𝑛𝑛 number of trials, the number of possible outcomes equals 𝑘𝑘𝑛𝑛. 
• If there are 𝑘𝑘1 events on the first trial, 𝑘𝑘2 events on the second trial, …, and 𝑘𝑘𝑛𝑛 

events on the 𝑛𝑛th trial, then the number of possible outcomes is (𝑘𝑘1)(𝑘𝑘2) … (𝑘𝑘𝑛𝑛). 
• The number of ways 𝑛𝑛 items can be arranged in order is 𝑛𝑛! = (𝑛𝑛)(𝑛𝑛 − 1) … (1). 
• The number of ways of arranging 𝑥𝑥 objects selected from 𝑛𝑛 objects in order is: 

  𝑃𝑃𝑥𝑥 𝑛𝑛
 =

𝑛𝑛!
(𝑛𝑛 − 𝑥𝑥)!

             This is a permutation. 

• The number of ways of selecting 𝑥𝑥 objects from 𝑛𝑛 objects, irrespective of order, is: 

𝐶𝐶𝑥𝑥 𝑛𝑛
 =

𝑛𝑛!
𝑥𝑥! (𝑛𝑛 − 𝑥𝑥)!

          This is a combination. 
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Discrete Probability Distributions 

• A probability distribution for a discrete variable is a mutually exclusive list of all the 
possible numerical outcomes along with the probability of occurrence of each outcome. 

 
• The expected value of a random variable is simply the mean of its probability distribution; 

it is given by the sum of each possible outcome multiplied by its corresponding probability. 
𝜇𝜇 = 𝐸𝐸(𝑋𝑋) = ∑ 𝑥𝑥𝑖𝑖𝑃𝑃(𝑋𝑋 = 𝑥𝑥𝑖𝑖)𝑁𝑁

𝑖𝑖=1   
• Variance of a probability distribution is the sum of each possible squared difference 

multiplied by its corresponding probability; the square root of this is standard deviation. 
𝜎𝜎2 = 𝐶𝐶𝑉𝑉𝑟𝑟(𝑋𝑋) = ∑ [𝑥𝑥𝑖𝑖 − 𝐸𝐸(𝑋𝑋)]2𝑃𝑃(𝑋𝑋 = 𝑥𝑥𝑖𝑖)𝑁𝑁

𝑖𝑖=1   
• The covariance of a probability distribution measures the strength of the relationship 

between two variables; a positive covariance indicates positive relationship and negative 
covariance indicates negative relationship; independent variables have zero covariance. 

𝜎𝜎𝑋𝑋𝑌𝑌 = ∑ [𝑥𝑥𝑖𝑖 − 𝐸𝐸(𝑋𝑋)][𝑦𝑦𝑖𝑖 − 𝐸𝐸(𝑌𝑌)]𝑁𝑁
𝑖𝑖=1 𝑃𝑃(𝑥𝑥𝑖𝑖, 𝑦𝑦𝑖𝑖)  

• The expected value of the sum of two variables is equal to the sum of the expected values. 
𝐸𝐸(𝑋𝑋 + 𝑌𝑌) = 𝐸𝐸(𝑋𝑋) + 𝐸𝐸(𝑌𝑌) 

• The variance of the sum of two variables is the sum of variances plus twice the covariance; 
the standard deviation equals the square root of the variance of the sum of two variables. 

𝜎𝜎2𝑋𝑋+𝑌𝑌 = 𝜎𝜎2𝑋𝑋 + 𝜎𝜎2𝑌𝑌 + 2𝜎𝜎𝑋𝑋𝑌𝑌 
• Covariance and expected value and standard deviation of the sum of two random variables 

can be applied to analysing portfolios (groupings of assets made for investment purposes). 
• Investors combine assets into portfolios to reduce risk; where the objective is to maximise 

return while minimising risk, the investor weights each investment by the proportion of 
assets assigned to that investment rather than studying the sum of two random variables. 

• The portfolio expected return for a two-asset investment is calculated by the sum of the 
weight assigned to each asset multiplied by the corresponding expected return of the asset. 

𝐸𝐸(𝑃𝑃) = 𝑤𝑤𝐸𝐸(𝑋𝑋) + (1 − 𝑤𝑤)𝐸𝐸(𝑌𝑌) 
• The portfolio risk for a two-asset investment is equal to the square root of the sum of the 

square of the weight assigned to each asset multiplied by the corresponding variance, plus 
two times the weight of the first asset, the weight of the second asset, and the covariance. 

𝜎𝜎𝑝𝑝 = �𝑤𝑤2𝜎𝜎2𝑋𝑋 + (1 − 𝑤𝑤)2𝜎𝜎2𝑌𝑌 + 2𝑤𝑤(1 − 𝑤𝑤)𝜎𝜎𝑋𝑋𝑌𝑌 
• If each investment contained in a portfolio performs best under different circumstances 

(i.e. a large negative covariance exists) then the overall risk of the portfolio will be reduced. 
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Continuous Probability Distributions 

• A probability density function defines the distribution of values for a continuous variable. 

 

Normal Distribution 

• The normal distribution (or the Gaussian distribution) is the most common continuous 
distribution used in statistics; it is vitally important as numerous continuous variables that 
are common in business have distributions that closely resemble the normal distribution, 
it can be used to approximate various discrete probability distributions, and it provides the 
basis for classical statistical inference due to its relationship to the Central Limit Theorem. 

• The normal distribution is used to calculate the probability that values occur within certain 
ranges or intervals; because probability for continuous variables is measured as an area 
under the curve, the probability of a particular value from a continuous distribution is zero. 

• Properties of the normal distribution: symmetrical; mean equals median; bell-shaped; 
interquartile range equals 1.33 standard deviations (middle 50% of values are contained 
within ±⅔ deviations); infinite range (though range is approximately 6 standard deviations). 

• The probability density function of a normal distribution is calculated using this equation: 

𝑓𝑓(𝑋𝑋) =
1

√2𝜋𝜋𝜎𝜎
𝑒𝑒−

1
2�
𝑋𝑋−𝜇𝜇
𝜎𝜎 �

2

         −∞ < 𝑋𝑋 < ∞ 

• There is a different normal distribution for each combination of mean standard deviation. 
• To compute normal probabilities a normally distributed variable is converted to a 

standardised normal variable using the transformation formula which is given by: 

𝑍𝑍 =  
𝑋𝑋 − 𝜇𝜇
𝜎𝜎

 

• The transformation formula computes a standardised variable that expresses the 
difference of a value from the mean in standardised units; 𝜇𝜇 = 0, 𝜎𝜎 = 1 for the variable. 

• Normal probability can be found with a cumulative standardised normal distribution table. 
• To find the 𝑋𝑋 value that is associated with a known probability (area) the equation used is: 

𝑋𝑋 = 𝜇𝜇 + 𝑍𝑍𝜎𝜎 
• To determine whether a set of data can be approximated by the normal distribution, 

either compare the characteristics of the data or construct a normal probability plot. 
• Comparing characteristics can be achieved by constructing charts or computing statistics. 
• A normal probability plot helps to evaluate whether data are normally distributed; 

the quantile–quantile plot is a common plot whereby each ordered value is transformed 
to a 𝑍𝑍 value which corresponds to an area given by rank divided by sample space plus one; 
𝑍𝑍 values are plotted on the 𝑋𝑋 axis, and the corresponding values are plotted on the 𝑌𝑌 axis. 
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Sampling Distributions 

• The main concern of a statistical inference is reaching conclusions about a population; 
inferences based on sample statistics estimate the values of population parameters. 

• A sampling distribution is the distribution of results of all possible samples in a population. 

Sampling Distribution of the Mean 

• The sampling distribution of the mean is the distribution of all possible sample means. 
• The sample mean is an unbiased estimator of the population mean given that the mean 

of all the possible sample means (of a given sample size) is equal to the population mean. 
• The sample means will be less variable than the individual values in the population as a 

result of the fact that each sample mean averages together all the values in the sample; 
taking a larger sample reduces variability, as averaging reduces the importance of values. 

• The standard error of the mean, the value of the standard deviation of all possible sample 
means, expresses how the sample means vary from sample to sample; as the sample size 
increases, the standard error of the mean decreases by a factor equal to the square root 
of the sample size; standard error of the mean is calculated using the following equation: 

𝜎𝜎𝑋𝑋� =
𝜎𝜎
√𝑛𝑛

 

• The sampling distribution of the mean will be normally distributed if the population is so. 

 
• The 𝑍𝑍 values for the sampling distribution of the mean are calculated using this equation: 

𝑍𝑍 =
𝑋𝑋� − 𝜇𝜇𝑋𝑋�
𝜎𝜎𝑋𝑋�

=
𝑋𝑋� − 𝜇𝜇
𝜎𝜎
√𝑛𝑛

 

• To find the 𝑋𝑋� value that is associated with a known probability (area) the equation used is: 

𝑋𝑋� = 𝜇𝜇 + 𝑍𝑍
𝜎𝜎
√𝑛𝑛

 

• The Central Limit Theorem states that for populations that are not normally distributed, 
the sampling distribution of the mean will become approximately normally distributed as 
the sample size gets large enough (at least 30 for many population distributions, however 
the theorem applies for smaller sample sizes if distribution is approximately bell-shaped, 
and especially if the population is symmetrical as a sample size of 5 will be large enough). 
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Confidence Interval Estimation 

• Population parameters are estimated using either point estimates or interval estimates. 
• A point estimate is the value of a single sample statistic (such as a sample mean), while a 

confidence interval estimate is a range of numbers constructed around the point estimate 
(such that the probability that the interval includes the population parameter is known). 

• Taking into account the variability of a statistic between samples, a confidence interval can 
be constructed for the population parameter to determine accuracy of the point estimate. 

• A confidence interval estimate indicates the confidence of correctly estimating the value 
of a population parameter (somewhere in the range of numbers defined by the interval). 

Confidence Interval Estimate for the Mean (𝝈𝝈 Known) 

• For some samples the interval estimate for a parameter is correct, but for others it is not. 
• In practice one sample is selected, and because the population mean is unknown, whether 

or not the interval estimate is correct cannot be determined; to resolve this the proportion 
of samples producing intervals that do contain the population mean must be determined. 

• The level of confidence is symbolised by (1 − 𝛼𝛼) × 100% where 𝛼𝛼 is the proportion in 
the tails of the distribution that is outside the confidence interval; the (1 − 𝛼𝛼) × 100% 
confidence interval estimate for the mean where 𝜎𝜎 is known can be constructed using: 

𝑋𝑋� ± 𝑍𝑍𝛼𝛼 2⁄
𝜎𝜎
√𝑛𝑛

 

or 

𝑋𝑋� − 𝑍𝑍𝛼𝛼 2⁄
𝜎𝜎
√𝑛𝑛

≤ 𝜇𝜇 ≤ 𝑋𝑋� + 𝑍𝑍𝛼𝛼 2⁄
𝜎𝜎
√𝑛𝑛

 

where the value of 𝑍𝑍𝛼𝛼 2⁄ , termed the critical value, corresponds to an upper-tail probability 
of 𝛼𝛼 2⁄  from the standardised normal distribution (i.e. a cumulative area of 1 − 𝛼𝛼 2⁄ ). 

• Increasing the level of confidence is achieved only by widening the interval (less precise). 

 

 
• When dealing with a small sample size for a population that does not follow a normal 

distribution (i.e. the sampling distribution of the sample mean does not follow a normal 
distribution and Central Limit Theorem is inaccurate) confidence interval is inappropriate. 

• To assess the assumption of normality, the shape of the sample data can be evaluated by 
constructing either a histogram, stem-and-leaf display, boxplot or normal probability plot. 
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Two-Sample Hypothesis Tests 

• Two-sample hypothesis testing compares statistics from samples from two populations. 

Comparing Means of Two Independent Populations 

• A pooled-variance 𝒕𝒕 test is used to determine whether there is a significant difference 
between the means of samples from two populations if it is assumed that the samples are 
independently selected, and the populations are normally distributed with equal variance: 

𝑡𝑡𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 =
(𝑋𝑋�1 − 𝑋𝑋�2) − (𝜇𝜇1 − 𝜇𝜇2)

�𝑆𝑆𝑝𝑝2 �
1
𝑛𝑛1

+ 1
𝑛𝑛2
�

 

Pooled Variance = 𝑆𝑆𝑝𝑝2 =
(𝑛𝑛1 − 1)𝑆𝑆12 + (𝑛𝑛2 − 1)𝑆𝑆22

(𝑛𝑛1 − 1) + (𝑛𝑛2 − 1)  

where the 𝑡𝑡𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆  test statistic follows a 𝑡𝑡 distribution with 𝑛𝑛1 + 𝑛𝑛2 − 2 degrees of freedom. 
• The null hypothesis of no difference in the means of two independent populations and 

alternative hypothesis of no difference in the means of two independent populations are: 
𝐻𝐻0: 𝜇𝜇1 = 𝜇𝜇2 
𝐻𝐻1: 𝜇𝜇1 ≠ 𝜇𝜇2 

• To test the null hypothesis, the pooled-variance 𝑡𝑡 test statistic 𝑡𝑡𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 shown above is used. 

 
• In a two-tail test the null hypothesis is rejected if the computed 𝑡𝑡𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 test statistic is lower 

than the lower-tail critical value or higher than the upper-tail value from the 𝑡𝑡 distribution; 
in a one-tail test the null hypothesis is rejected if 𝑡𝑡𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 is less than lower-tail critical value. 

• For situations of equal variances, the pooled-variance 𝑡𝑡 test is robust (not sensitive) to 
moderate departures from the assumption of normality, provided sample sizes are large. 

• Constructing a box plot for each sample can be used to assess the assumption of normality. 
• The confidence interval estimate for the difference between two means can be given by: 

(𝑋𝑋�1 − 𝑋𝑋�2) ± 𝑡𝑡𝛼𝛼 2⁄ �𝑆𝑆𝑝𝑝2 �
1
𝑛𝑛1

+
1
𝑛𝑛2
� 

or 

(𝑋𝑋�1 − 𝑋𝑋�2) − 𝑡𝑡𝛼𝛼 2⁄ �𝑆𝑆𝑝𝑝2 �
1
𝑛𝑛1

+
1
𝑛𝑛2
� ≤ 𝜇𝜇1 − 𝜇𝜇2 ≤ (𝑋𝑋�1 − 𝑋𝑋�2) + 𝑡𝑡𝛼𝛼 2⁄ �𝑆𝑆𝑝𝑝2 �

1
𝑛𝑛1

+
1
𝑛𝑛2
� 

where 𝑡𝑡𝛼𝛼 2⁄ , the critical value, corresponds to an upper-tail probability of 𝛼𝛼 2⁄   from the 
𝑡𝑡 distribution (i.e. a cumulative area of 1 − 𝛼𝛼 2⁄ ) with 𝑛𝑛1 + 𝑛𝑛2 − 2 degrees of freedom. 
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• The paired 𝒕𝒕 test for the mean difference in related populations is used to determine 
whether there is a significant population mean difference if it is assumed that the 
difference scores are randomly and independently selected from a normal population: 

𝑡𝑡𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 =
𝐷𝐷� − 𝜇𝜇𝐷𝐷
𝑆𝑆𝐷𝐷
√𝑛𝑛

 

where the 𝑡𝑡𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 test statistic follows the 𝑡𝑡 distribution with 𝑛𝑛 − 1 degrees of freedom, 

𝜇𝜇𝐷𝐷 represents the hypothesised mean difference, and  𝐷𝐷� = ∑ 𝐷𝐷𝑖𝑖𝑛𝑛
𝑖𝑖=1
𝑛𝑛

  and  𝑆𝑆𝐷𝐷 = �∑ (𝐷𝐷𝑖𝑖−𝐷𝐷�)2𝑛𝑛
𝑖𝑖=1

𝑛𝑛−1
. 

• The null hypothesis of no difference in the means of two related populations and 
alternative hypothesis of no difference in the means of two related populations are: 

𝐻𝐻0: 𝜇𝜇𝐷𝐷 = 0          where 𝜇𝜇𝐷𝐷 = 𝜇𝜇1 − 𝜇𝜇2 
𝐻𝐻1: 𝜇𝜇𝐷𝐷 ≠ 0          where 𝜇𝜇𝐷𝐷 = 𝜇𝜇1 − 𝜇𝜇2 

• Constructing a box plot of differences can be used to assess the assumption of normality. 
• The confidence interval estimate for the mean difference can be constructed as follows: 

𝐷𝐷� ± 𝑡𝑡𝛼𝛼 2⁄
𝑆𝑆𝐷𝐷
√𝑛𝑛

 

or 

𝐷𝐷� − 𝑡𝑡𝛼𝛼 2⁄
𝑆𝑆𝐷𝐷
√𝑛𝑛

≤ 𝜇𝜇𝐷𝐷 ≤ 𝐷𝐷� + 𝑡𝑡𝛼𝛼 2⁄
𝑆𝑆𝐷𝐷
√𝑛𝑛

 

where 𝑡𝑡𝛼𝛼 2⁄ , termed the critical value, corresponds to an upper-tail probability of 𝛼𝛼 2⁄   
from the 𝑡𝑡 distribution (i.e. a cumulative area of 1 − 𝛼𝛼 2⁄ ) with 𝑛𝑛 − 1 degrees of freedom. 

Comparing Proportions of Two Independent Populations 

• The 𝒁𝒁 test for the difference between two proportions is used to evaluate differences 
between two independent population proportions; test statistic is based on the difference 
between sample proportions, approximately following a standardised normal distribution. 

𝑍𝑍𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 =
(𝑝𝑝1 − 𝑝𝑝2) − (𝜋𝜋1 − 𝜋𝜋2)

��̅�𝑝(1 − �̅�𝑝) � 1
𝑛𝑛1

+ 1
𝑛𝑛2
�

 

Pooled Estimate of Population Proportion = �̅�𝑝 =
𝑋𝑋1 + 𝑋𝑋2
𝑛𝑛1 + 𝑛𝑛2

 

• The null hypothesis of no difference in proportions of two independent populations and 
alternative hypothesis of no difference in proportions of two independent populations are: 

𝐻𝐻0:𝜋𝜋1 = 𝜋𝜋2 
𝐻𝐻1:𝜋𝜋1 ≠ 𝜋𝜋2 

• The confidence interval estimate for the difference between the two proportions is thus: 

(𝑝𝑝1 − 𝑝𝑝2) ± 𝑍𝑍𝛼𝛼 2⁄ �
𝑝𝑝1(1− 𝑝𝑝1)

𝑛𝑛1
+
𝑝𝑝2(1 − 𝑝𝑝2)

𝑛𝑛2
 

or 

(𝑝𝑝1 − 𝑝𝑝2) − 𝑍𝑍𝛼𝛼 2⁄ �
𝑝𝑝1(1 − 𝑝𝑝1)

𝑛𝑛1
+
𝑝𝑝2(1 − 𝑝𝑝2)

𝑛𝑛2
≤ (𝜋𝜋1 − 𝜋𝜋2) ≤ (𝑝𝑝1 − 𝑝𝑝2) + 𝑍𝑍𝛼𝛼 2⁄ �

𝑝𝑝1(1 − 𝑝𝑝1)
𝑛𝑛1

+
𝑝𝑝2(1 − 𝑝𝑝2)

𝑛𝑛2
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Simple Linear Regression 

• Regression analysis techniques help to uncover relationships between variables; a model 
is used to express how one or more independent variables can predict a dependent one. 

• Regression models identify the type of mathematical relationship that exists between a 
dependent variable and an independent variable, thereby allowing for the quantification 
of the effect that a change in the independent variable has on the dependent variable. 

 
• Regression models also help identify the presence of unusual values that may be outliers. 

Simple Linear Regression Model 

• A simple linear regression model uses a single numerical independent variable to predict 
a numerical dependent variable; they represent the simplest relationship of a straight-line: 

𝑌𝑌𝑖𝑖 = 𝛽𝛽0 + 𝛽𝛽1𝑋𝑋𝑖𝑖 + 𝜀𝜀𝑖𝑖          for the population 
dependant variable 𝑌𝑌𝑖𝑖, independent variable 𝑋𝑋1, 𝑌𝑌 intercept 𝛽𝛽0, slope 𝛽𝛽1, random error 𝜀𝜀𝑖𝑖 

 
• 𝛽𝛽1 represents expected change in 𝑌𝑌 per unit change in 𝑋𝑋; 𝛽𝛽0 is mean value of 𝑌𝑌 when 𝑋𝑋 = 0; 

𝜀𝜀𝑖𝑖 is the vertical distance of the actual value of 𝑌𝑌𝑖𝑖 above or below the expected value of 𝑌𝑌𝑖𝑖. 
• Dependent variable is also response variable, and independent the explanatory variable. 


