
STATISTICAL INFERENCE ON THE SAMPLE MEAN 
 
Statistical inference uses the sample mean to make inferences about the population mean 

-‐   Confidence intervals give a range of plausible values of 𝜇 given the sample 
-‐   Hypothesis tests determine whether a specified value of 𝜇 or range of values of 𝜇 is 

plausible, given the sample 
 
T STATISTIC & T DISTRIBUTION  
Statistical inference on the population mean is based on the t-statistic, a transformation of 
the sample mean, rather than the sample mean itself  
 
The t-statistic  
The sample 𝑥#, … 𝑥& is assumed to be a simple random sample, meaning that each sample 
observation 𝑥' is the independent realisation of a random variable 𝑋' with common 
(unknown) population mean 𝜇 and common (unknown) population variation 𝜎* 
 
The central limit theorem says that if the simple random sample is of large size, then then 
sample mean 𝑥 is normally distributed. This distribution, however, depends on the unknown 
standard deviation variance 𝜎, so we replace 𝜎 by its estimate, the sample standard 
deviation 𝑠. This leads to the 𝑡-statistic that is 𝑡 distributed:  
 

𝑡 =
(	  𝑥 − 𝜇∗)
𝑠𝑒(𝑥)

=
(	  𝑥 − 𝜇∗)
𝑠/ 𝑛

 

 
The t-distribution 

-‐   A 𝑡-distributed random variable is a continuous random variable  
•   In that case probabilities are given by the area under the probability density 

function  
-‐   The probability density function for the 𝑡-distribution is a bell-shaped curved 

centered on zero, and symmetric about zero, that is a slightly squashed version of 
the standard normal, with fatter tails  

-‐   As 𝑣 → ∞, the 𝑡-distribution goes to the standard normal  
 
Probabilities & critical values for the t distribution  
One-tailed tests 

-‐   The critical value 𝑡9,: is that value such that a 𝑇(𝑣) distributed random variagble 
exceeds 𝑡9,: with probability 𝛼 

•   Or, the area under the curve to the right of 𝑡9,: equals 𝛼 
•   Critical value 𝑐 = 𝑡9,: satisfies Pr	  	   𝑇9 > 𝑡9,: = 𝛼 

o   Probability of finding a t-stat that’s bigger than critical value is 𝛼  
 

 
 
 
 

The area under the curve to the right of the 
critical value equals 𝛼 



Two-tailed tests 
Sometimes we want the combined area in the left and right tails to equal 𝛼. Given the 
symmetry about 0 of the 𝑡-distribution we have:  

Pr	  	   |𝑇9| > 𝑡9,:/* = Pr	  	   𝑇9 < −𝑡9,:/* + Pr	  	   𝑇9 > 𝑡9,:/* =
𝛼
2
+
𝛼
2
= 𝛼 

-‐   𝑐 = 𝑡&E#,:/* 
-‐   Combined area under curve to the left of −𝑡9,:/* and to the right of 𝑡9,:/* equals 𝛼 

 
A 𝑡-distributed random variable with 𝑣 degrees of freedom exceeds in absolute value the 
critical value 𝑡9,:/* with probability 𝛼, i.e. Pr	  	   |𝑇9| > 𝑡9,:/*  

-‐    
 
Example: Pr	  	   𝑇#FG > 1.974 = 0.025, so 𝑡#FG,G.G*O = 1.974. Combining both tails of the 𝑡-
distribution it follows that Pr	  	   |𝑇#FG| > 1.974 = 0.05 

-‐   Shaded area in each tail is 0.025 and 𝛼 = 0.05 is the combined area in the two tails 
 
HYPOTHESIS TESTS 
Rejection using p-values 

-‐   The probability of observing a t-stat at least as large in absolute value as the t-stat 
obtained in the current sample 

-‐   P-value is the smallest significance level at which the null would be rejected 
•   Significance level: probability of rejecting the null hypothesis when it is true 

o   E.g. 5% SL; willing to mistakenly reject 𝐻G when true 5% of the time 
-‐   𝐻G is rejected at significance level 𝛼 if 𝑝 < 𝛼  

 
Rejection using critical regions 

-‐   The alternative method defines a critical region or rejection region, which is a range 
of values of 𝑡 that would lead to rejection of 𝐻G at the specified SL 𝛼 

-‐   Reject 𝐻G if the computed value of 𝑡 falls in this range 
 

-‐   If one-sided test; claim goes under the null hypothesis 
-‐   If two-sided test; claim goes under the alternative hypothesis 

 
TWO-SIDED HYPOTHESIS TESTS 
This is a test is a test of whether or not 𝜇 takes a particular value, denoted 𝜇∗ 
 
HYPOTHESES 𝐻G: 𝜇 = 𝜇∗ 

𝐻S: 𝜇 ≠ 𝜇∗ 
 

TEST-STATISTIC  
 

𝑡 =
(	  𝑥 − 𝜇∗)
𝑠/ 𝑛

~𝑇(&E#) 

 

EVALUATION OF TEST STATISTIC  Very large positive/negative values = rejection 
CRITICAL VALUE 𝑐 = 𝑡𝑛−1,𝛼/2 

 
𝑃𝑟 |𝑇&E#| ≥ 𝑐 = 𝑎 

 



P-VALUE 𝑝𝑣𝑎𝑙𝑢𝑒 = 𝑃𝑟 |𝑇&E#| ≥ |𝑡|  
 

(Area in the two tails together) 

REJECTION DECISION 
 

Reject 𝐻G if:  
(i)   𝑡 > 𝑐 
(ii)   𝑝 < 𝛼 

(T-stat is bigger than c or smaller 
than –c) 
 
 
 
 
 
 

 

 
ONE-SIDED HYPOTHESIS TESTS 
Used to test a one-sided claim, such as that population mean exceeds a particular value 𝜇∗ 

-‐   Uses the same test statistic as a two-sided test  
-‐   P-value and critical value are calculated differently = different rejection region 

 
For one sided-tests the claim being tested is specified to be the alternative hypothesis  
 
UPPER-ONE SIDED TESTS 
 
HYPOTHESES 𝐻G: 𝜇 ≤ 𝜇∗ 

𝐻S: 𝜇 > 𝜇∗ 
 

TEST-STATISTIC  
 

𝑡 =
(	  𝑥 − 𝜇∗)
𝑠/ 𝑛

~𝑇(&E#) 

 
EVALUATION OF TEST STATISTIC  Large positive values of 𝑡 are grounds for rejection 
CRITICAL VALUE 𝑐 = 𝑡𝑛−1,𝛼 

 
𝑃𝑟 𝑇&E# > 𝑐 = 𝑎 

 
P-VALUE 𝑝𝑣𝑎𝑙𝑢𝑒 = 𝑃𝑟 𝑇&E# ≥ 𝑡  

(Area to the right of t-stat) 

REJECTION DECISION 
 

Reject 𝐻G if:  
(i)   𝑡 > 𝑐 
(iii)   𝑝 < 𝛼 

 

 
 
 
 
 
 
 

 
 
 
 



SUMMARY FOR EXAM 
	  

BIVARIATE DATA TRANSFORMATION 
CHANGING THE UNITS OF MEASUREMENT 

Multiply 𝒚 by a constant 
𝒄: 
	  

-‐   OLS intercept and slope estimates: multiplied by 𝑐 
-‐   Standard errors: multiplied by 𝑐 
-‐   𝑅*: does not change 

	  
Multiply 𝒙 by a constant 
𝒄: 
	  

-‐   OLS slope estimate: multiplied by 1/𝑐 
-‐   Intercept estimate: unchanged 
-‐   Standard error of OLS slope estimate: multiplied by 1/𝑐 
-‐   𝑅*: does not change 

	  
CHANGING THE FUNCTIONAL FORM [LOG TRANSFORMATIONS] 

Linear-linear model  
 
	  

Ø   Marginal effect:	  𝑏* 
Ø   Interpretation: if 𝑥 increases by 1 unit, then 𝑦 increases by 𝑏* 

Linear-log model  
	  

Ø   Marginal effect:	  𝑏*	  ×
#
d
 

Ø   Interpretation: if 𝑥 increases by 1%, 𝑦 increases by 𝑏*/100 
Log-linear model  
 

Ø   Marginal effect:	  𝑏*	  ×	  𝑦 
Ø   Interpretation: if 𝑥 increases by 1 unit, then 𝑦 increases by 𝑏*	  ×100% 

	  
Log-log model  Ø   Marginal effect:	  𝑏*	  ×

	  f
d
 

Ø   Interpretation: if 𝑥 increases by 1%, then 𝑦 increases by 𝑏*	  %  

RETRANSFORMATION BIAS 
Use when: want to predict the fitted value of 𝑦, and we’ve taken the log of the 𝑦 (dependant) variable 
Log-linear model  
 

Unbiased transformation:	  𝑦 = exp	  (𝑠j*/2)	  ×	  (𝑏# + 𝑏*𝑥) 

Log-log model  Unbiased transformation:	  𝑦 = exp	  (𝑠j*/2)	  ×	  (𝑏# + 𝑏* ln 𝑥) 
 

INCORPORATING CATEGORICAL VARIABLES: DUMMY VARIABLES 
v   Population model: 𝑌 = 𝛽# + 𝛽*𝐷 + 𝑢 where D =1 if a certain condition holds and =0 otherwise 
v   Fitted model: 𝑌 = 𝛽# + 𝛽*𝐷 + 𝑢 where D =1 if a certain condition holds and =0 otherwise 
v   Predictions: 𝑦 𝑑 = 0 = 𝑏# and 𝑦 𝑑 = 1 = 𝑏# +	  
v   Significance of the slope coefficient 𝑏*: 𝑦 𝑑 = 1 − 𝑦 𝑑 = 0 = 𝑏* 

§   𝑏* indicates the difference in the mean of 𝑦 across the two categories defined by 𝑑 
 
 
 
 
 
 



	  

HYPOTHESIS TESTING FOR SEVERAL PARAMETERS 
Used when: testing whether a group of variables together have no effect on the dependent variable (once 
another set of variables has been controlled for)/whether we should jointly exclude these variables 

-‐   Example: 𝐻G: 𝛽O = 0, 𝛽q = 0 
-‐   Note: cannot do two-separate individual t-tests on 𝛽O and 𝛽q as we must take into account the 

possibility that two parameters are correlated 
 
Method: test the restrictions jointly, using an F-test  
 
Interpretation: if 𝐻G is true, this is equivalent to saying that variables 𝑋O and 𝑋O play no role in the model 
and should thus be excluded 

The F-test  
Used to: measures how the explanatory power of the model changes when excluding a group of variables 
from the model (compares how RSS/𝑅* changes from the unrestricted to restricted model) 
 
Features:  

-‐   Always a two-sided test 
-‐   P/critical value is calculated using only one (right) tail of F-distribution 
-‐   Can only use F-statistic with homoscedastic errors 
-‐   F-stat is necessarily positive since, 𝑅𝑆𝑆s > 𝑅𝑆𝑆ts 

 
Method:  

1.   Set up hypotheses  
2.   Estimated the unrestricted model (UR), containing all our coefficients, and the restricted model (R), 

where the restrictions in the null have been imposed 
3.   Use the RSS (or 𝑅*𝑠) from the regressions on the two models to calculate our F-statistic:  

𝐹 =
(𝑅𝑆𝑆s − 𝑅𝑆𝑆ts)/𝑞
𝑅𝑆𝑆ts/(𝑛 − 𝑘)

=
(𝑅ts* − 𝑅s*)/𝑞

(1 − 𝑅ts* )/(𝑛 − 𝑘)
 

 
Ø   𝑞 = # of parameter restrictions in 𝐻G/imposed by R (numerator df)  
Ø   𝑘 = # of regressors in UR (all explanatory variables + intercept) (𝑛 − 𝑘= denominator df)  

4.   Use F-tables to compute a critical value: 𝑐 = 𝐹x,&Ey,:	  
5.   Reject null if F-stat is greater than the critical value 𝐹 > 𝑐  or if 𝑝 < 𝛼  
6.   Interpret rejection decision: 

Ø   Reject null: variables are jointly statistically significant 
Ø   Fail to reject null: variables are not jointly significant, i.e. don’t have a statistically significant 

effect on the dependent variable after other variables have been controlled for and should 
thus be dropped from the model  

 
SPECIAL CASE: F-TEST OF OVERALL SIGNIFICANCE  
Used when: to test whether model has any explanatory power at all i.e. whether the regressors, taken 
together, add substantially to predictive ability compared to an intercept-only model 
 
Method: joint significant test for all regressors  
 


