
ECON1203 Notes 

DESCRIPTIVE STATISTICS 

Variables 

A variable is a characteristic of a population or sample. Observations of a variable are made. 

Variables may be discrete or continuous, and may be quantitative or qualitative. Qualitative data 

may be ordinal or nominal. Qualitative (categorical) data can be summarised using counts of 

different categories. Categories must be mutually exclusive and exhaustive. When the distribution of 

one variable is not affected by the value of another variable, the variables are independent. 

Time series data consists of measurements of the same value at different points in time. Cross-

sectional data consists of measurements of different values at the same point in time. 

Histogram properties 

Quantitative data can be categorised using a histogram. There are three properties which can be 

used to describe histograms: symmetry (how symmetrical the histogram is), skewness (long tail to 

the right = positively skewed, long tail to the left = negatively skewed), and modality (how many 

modal classes exist, unimodal or multimodal). 

Scatterplot properties 

Relationships between variables can be displayed in contingency tables or scatterplots. Scatterplots 

relating to time are called time series plots. The key features of scatterplots are the following: the 

relationship between variables (or equation of the trendline), linearity (whether the relationship is 

linear or not), outliers (whether outliers exist), and clusters (how clustered the data is). 

Measures of location and variability 

The sample mean is given by: 

x̅ =  
∑ xi

n
i=1

n
  

The median is the middle value of ordered observations when n is odd, or the mean of the two 

middle values when n is even. The median is said to be resistant because it isn’t affected by outliers 

or the shape of the distribution. 

The mode is the most frequently occurring value (or values). 

Range is a simple measure of variability given by Range = Maximum – Minimum. Range is a poor 

measure of variability because it does not show outliers or the shape of the distribution, and hence 

variance is often used instead. The sample variance is given by: 

s2 =  
∑ (xi − x̅)2n

i=1

n − 1
 

The variance measures the average squared distance from the mean. The sample standard deviation 

is the square root of the variance: 

s =√
∑ (xi−x̅)2n

i=1

n−1
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P(X = x) = 
e−λλx

x!
 

Where λ = mean number of occurrences 

E(X) = λ 

σ = √λ 

THE NORMAL DISTRIBUTION 

Probability density functions 

The probability density function is a continuous version of a probability histogram. The probability 

density function must fulfil two requirements: f(x) ≥ 0 ∀ x ε [a,b]; and ∫ 𝑓(𝑥) = 1
𝑏

𝑎
. Probabilities are 

now represented by the area under the curve. The most common probability density function is the 

normal distribution. 

- Features of the normal distribution 

The normal distribution has a number of defining features: 

- It is symmetrical, unimodal, and bell-shaped 

- Because of this, mean=median=mode 

- It has an unlimited domain 

- 68% of the area falls within 1 standard deviation of the mean; 95% falls within 2 standard 

deviations of the mean; 99.7% falls within 3 standard deviations of the mean. 

 

- Standard normal distributions, normal probabilities, and z-values 

The normal distribution given by X~N(0,1) is the standard normal distribution, and is the basis of 

standardised z-scores. 

Z-scores and P-values are calculated in the following way (hypothesis testing): 

Calculate the z-statistic z = 
X̅− μ

σ

√n

 (or other appropriate statistic). 

Calculate the P-value associated with the z-statistic using the z-table. 

If the P-value is lower than the alpha-level, reject the null hypothesis. 

The assumptions required to use z-statistics for proportions are the following: 

- Individual observations are independent of one another (random sampling and n < 10% of 

the population). 

- The sample size is sufficiently large (there are 10 successes and failures). 

The assumptions required to use z-statistics for means are the following: 

- Individual observations are independent of one another (random sampling and n < 10% of 

the population). 

- The population is normally distributed (histogram is unimodal and symmetric) or n is 

sufficiently large to invoke the central limit theorem. 

Normal approximation to the binomial 
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The conditions for performing hypothesis tests on the difference between two means are: 

- Independence (random sampling and n < 10% of population) 

- Normal distribution of differences (the histogram of differences is unimodal and symmetric) 

- Independent populations (the two populations are independent of one another) 

The test statistic for hypothesis tests on the difference between two means is the following:  

t = 
X̅1− X̅2−Δ 

√
s1

2

n1
+

s2
2

n2

~tv. In this way, it can be considered to be like a normal t-statistic, where the 

hypothesised mean μ is replaced by ( X̅2 + Δ) and everything in the denominator is within the 

square root. I have no idea how you’re meant to remember the number of degrees of freedom. 

Note v ≈ 
(

s1
2

n1
+

s2
2

n2
)2

(
s1

2

n1
)2

𝑛1−1
+

(
s2

2

n2
)2

𝑛2−1

… 

Confidence intervals for the difference between two means can be calculated in the usual way: 

(X̅1 −  X̅2) ± tv, α/2 x √
s1

2

n1
+

s2
2

n2
 

CHI-SQUARED TESTS 

Chi-squared tests are used to hypothesis test categorical data. There are two types of Chi-squared 

tests used: the goodness-of-fit test and the independence test. Note that in order to use Chi-squared 

tests, categories must be mutually exclusive and exhaustive, and categories must be of sufficient 

expected size. 

Goodness-of-fit test 

Assumptions required for the goodness-of-fit tests: 

- Data are counts. 

- Data in sample are independent (random sampling and n < 10% of the population). 

- The sample is sufficiently large (all expected counts ≥ 5). 

This test is used to compare the observed and expected distributions (to test the null hypothesis that 

they are identical). The test statistic is given by: 

X2 = ∑
(oi−ei)2

ei
 ~ X2

c−1
c
i=1  

c = number of categories 

oi = observed frequency in cell i 

ei = expected frequency in cell i 

Note that the null hypothesis is rejected if the test statistic exceeds the X2 value for the chosen α-

level at the given number of degrees of freedom. 

Independence or homogeneity test 
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The F-test is a hypothesis test of the significance of the model. The null hypothesis of the F-test is 

that all coefficients are equal to zero; i.e. H0: β1 = β2 = β3 = β4 = β5 = … = βk = 0. The F-statistic is given 

by: 

𝐹 =  
(
𝑅2

𝑘 )

(
1 −  𝑅2

𝑛 − 𝑘 − 1)
 

DF for the numerator: k (the number of coefficients) 

DF for the denominator: n – k – 1 (where n is the number of observations) 

If the value of the F-test falls outside the critical value for the given alpha-level and degrees of 

freedom of the numerator and denominator, then the null hypothesis is rejected. 

Multiple dummy variables 

For a non-binary categorical variable, such as the month of the year, creating a single dummy 

variable is inadequate as it assumes that every change of value in the variable has an identical effect 

on the dependent variable. Instead, multiple dummy variables should be created (e.g. 12 separate 

dummy variables for the month of the year). 

An interaction term can be used to simultaneously measure the effects of two different dummy 

variables, e.g. 

Yi = β0 + β1X1i + β2X2i + β3XiX2i + … + + βkXki + εi 

A fully interacted model interacts all independent variables with the dummy variable. 

Multicollinearity 

Collinearity (or multicollinearity) occurs when one variable in the model is associated with others. 

This can lead to estimated coefficients being unexpectedly large or small or having an unexpected 

sign, or having very high standard error (associated with a small t-value and large P-value). 

The collinearity of the ith independent variable with the others in the model can be measured by its 

variance inflation factor (VIF): 

VIFi = 
1

1−𝑅𝑖
2 

Note 𝑅𝑖
2 is the R2 value found by regressing on the ith independent variable on all other 

independent variables in the regression. 

If a multiple regression model has a high R2 value and large F, but the individual T-statistics are low, 

it is probably due to collinearity. Note that collinearity is measured in terms of an association 

between a given independent variable and all other independent variables in the model, not simply 

between two independent variables. If multicollinearity arises, the model should be simplified by 

removing predictors which are not inherently important to the problem and not reliably measured, 

in order to reduce collinearity. 
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